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USING DATA WAREHOUSE TECHNOLOGY TO 

IMPROVE THE DON PPBS PROCESS

SECTION 1: INTRODUCTION

Purpose of this Document

The Department of the Navy (DoN) is considering development of a data warehouse that will support and facilitate its Planning, Programming, And Budgeting (PPBS) process.  This document presents a high-level overview of the potential benefits, design, and plan of action involved in such an effort.  This information has been derived from DoN PPBS process model analysis, client observations, the overall PPBS information systems environment, and the state of data warehouse technology available on today’s market.  The result is a document that clarifies the most commonly misunderstood aspects of data warehousing, and provides a common referential foundation on which earnest implementation plans can be based. 

FYDP Improvement Project Background

The DoN FYDP Improvement Office seeks to improve the DoN PPBS process by reducing workload, improving data management, increasing analytical capability, and enhancing the support of senior-level decision-making.  It has started specific initiatives and teamed with contractors to achieve these goals.  In one of these efforts, the office is working with Logicon/INRI to develop PBIS (Programming and Budgeting Information System), a single information system that will provide department-wide access to DoN program and budget data.  The office is also working with CNA (Center for Naval Analysis) on implementation of a new OSD (Office of the Secretary of Defense) PE (Program Element) structure.  Necessary changes to PBIS and any analytical models will be identified by this effort.  Additionally, the office has teamed with KPMG Consulting to conduct a business process review that identifies process improvement opportunities and recommends workable solutions.
As part of the PPBS Business Process Review, the DoN FYDP improvement team has developed an IDEF0 activity model of the overall DoN PPBS process.  This model depicts the process flow of the DoN PPBS process, and identifies associated inputs, outputs, controls, and mechanisms (i.e. information systems, organizations, decision forums).  Many of the observations recorded during model development suggest a strong case for developing a DoN PPBS data warehouse.

A flowchart depicting the interrelationships of related information systems was created concurrently with the IDEF0 model.  This flowchart (Appendix B) illustrates the substantial complexity of FYDP information processing within the DoN.  The inputs, outputs, related activities, and other details of each information system are described in Appendix C.

Scope of this Document

In accordance with the statement of work, this document provides recommendations on how a data warehouse can be used to streamline and enhance DoN PPBS processes.  The recommendations in this document are based on a high-level perspective of the PPBS process and are therefore offered as potential solutions only.  Effective implementation will require further research into the issues raised by this document, and the endorsement of eventual end-users, particularly those in senior leadership positions.

Assumptions

The recommendations in this document depend, in part, on certain assumptions about the DoN FYDP Improvement effort.  These assumptions are described below and are repeated as appropriate in the sections that follow.  It should be noted that recommendations made in this document are based on KPMG Consulting’s perspective and insight gained during ongoing support of the FYDP Improvement project. The recommendations made are for initial discussion purposes only and are meant to act as a starting point from which further examination can be performed.  


Assumption 1 – The data warehouse will ultimately include Planning, Programming, Budgeting, and Execution data.  Task 5.3.1 of the statement of work asks the contractor to “review the existing Navy and Marine Corps PPBS processes…and make recommendations where a data warehouse may be used to streamline and enhance the DoN PPBS processes.”  This statement is the basis for Assumption 1.


Assumption 2 – The data warehouse will primarily serve the needs of headquarters-level PPBS personnel and their customers.  In the course of serving the information and reporting needs of headquarters-level personnel and their customers, a data warehouse will be able to provide information useful to other parties as well.  Nevertheless, the priority will be to satisfy the information needs of participants identified in the IDEF0 model.


Assumption 3 – The data warehouse will be maintained at the headquarters level.  It is assumed that headquarters management and personnel will carry out the decision-making and execution aspects of data warehouse development.  


Assumption 4 – The data warehouse scope will include both Navy and Marine Corps data.  The data warehouse is intended contain both Navy and Marine Corps information, and is intended to facilitate the PPBS process for both services.


Assumption 5 – The data warehouse will not replace existing operational systems.  Existing operational systems will feed information into the data warehouse.  The data warehouse will depend on these systems for its information, and will therefore not replace them.  The data will be normalized and cleaned before final transfer to the data warehouse.


Assumption 6 – The data warehouse will be implemented in a phased approach.  The data warehouse team will identify and prioritize the process and business-centric areas that will be implemented within the data warehouse architecture, and will first focus on those areas that have the highest priority and will return the greatest business value to PPBS process.

SECTION 2: ADVANTAGES OF DATA WAREHOUSING

Since computers were first employed to solve business problems, the objective has been to provide faster access to data needed to manage the business. Getting the right information, to the right people at the right time is critically important for virtually all organizations. To accomplish this, the current major initiative for many organizations is the creation and maintenance of a data warehouse.  A data warehouse is a specialized database populated with well-defined, standardized data, most of which is extracted (and scrubbed) from legacy systems to be used primarily for decision support.  Data warehouses allow government and businesses to quickly and easily leverage all kinds of business information for competitive advantage. Coupled with On-Line Analytical Processing (OLAP), a data warehouse can provide an integrated solution whereby end-users can find answers to specific business questions. 

For many government entities and private companies, the delivery of business information from existing data is becoming increasingly complex and time consuming, because the data is dispersed throughout the enterprise, is stored in many different formats, and resides on many different platforms. To further complicate the picture, the business dynamics make end-user's requests for new views of data endless.  Providing business users direct access to operational computer systems doesn't solve the problem: query processing competes with transaction processing and can cause unacceptable transaction processing delays, ad hoc access from a large number of users can present security concerns, and data that is constantly changing makes it difficult to compare analyses. In addition, the structure of operational data is tailored for transaction speed rather than human understanding, making it difficult to use. 

Government agencies are also faced with increased budgetary pressures, performance expectations, and public scrutiny.  These organizations can respond to these challenges by taking advantage of the ongoing development of faster, cheaper, and more powerful enterprise analysis tools.  The effective use of these tools can promote decision-making that is better informed, and therefore more defensible to lawmakers and the public.

The purpose of this section is to explain the fundamental concepts and general benefits of data warehousing.  As such, it lays a foundation for the complexities of Section 3, in which the specific applicability of data warehousing to the DoN PPBS process is discussed.

Definition

Described at a high level, a data warehouse is a separate data repository of all business systems. The purpose of most warehouses is to bring together large amounts of historical data from several sources and to use them for decision support.  It brings together disparate systems so you can view and analyze the data and create useful and timely organization information. It provides tools to satisfy the information needs of users at all organizational levels - not just for complex data queries, but as a general facility for getting quick, accurate, and often insightful information. A data warehouse is designed so that its users can recognize the information they want and access that information using simple tools.  Fundamentally, a data warehouse is a cleansed repository of business centric data able to be easily accessed and analyzed to support an organization’s decision-making process.

The characteristics of a data warehouse are further clarified when compared to those of day-to-day operational systems. Whereas operational systems are typically designed for efficiency and ease of data input, data warehouses are designed for ease of analysis and reporting. In other words, operational systems (such as WINPAT, NBTS, TFFMS etc.) are developed and built for data entry - to handle routine, frequent updates to data existing in normalized database environments.  User interfaces, underlying database structures, schemas and information access are specifically designed and constructed to accommodate frequent but relatively simple data actions.  Examples include the input of an issue into WINPAT or the updating of manpower authorizations for a given UIC (Unit Identification Code) in TFFMS.

In contrast, data warehouses are optimized for data analysis, particularly management reporting.  They are designed to locate and retrieve specific information across a very wide range of source data and provide that information to the user in order to answer important business related questions. For example, a PPBS related question such as  “what has changed from last year’s cycle to this year’s cycle for a given set of line items” might provide insight needed to make important program and/or budget related decisions. The information in data warehouses is extracted from operational systems and then standardized through consistent naming conventions, consistent measurement of variables, consistent encoding structures, consistent physical attributes, and so on.  This contrasts with the data incompatibilities found across operational systems that have not been integrated.  Data warehouse information also differs from operational data in that it is accurate as of a particular moment in time, while operational data is only accurate at the moment of access.  This is because warehouse data records are never changed or deleted; they are only loaded and accessed. 

Exhibit 2-1, Typical Data Warehouse Architecture
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As Exhibit 2-1 illustrates, a typical data warehouse is composed of several components – the Source Systems (such as WINPAT, NBTS, TFFMS etc) which provide the basic data for the warehouse; Propagation which serves as a conduit for the data and is responsible for ETL (extraction, transformation, and load) and data quality; Secondary Data Store which serves as the primary and secondary repositories for central data access and meta data management; and Business Intelligence Applications, which provide the central and consistent interface for users to perform data analysis and reporting through a Portal environment.

Because its basic design is different than that of operational systems, a data warehouse provides many different benefits:

· Improved Decision-Making, due to increased data quality and flexibility of analysis. The multi-dimensional data structures of a data warehouse support data ranging from detailed transaction level to high-level summary information, which offers a huge benefit to organizations by providing the ability to look at information in any and every possible way.  

· Standardized reporting, allowing users to get the same data, the same reports and the same answers no matter where they go in the organization.

· Cleansing and consolidation, which offers better data, in one place, that the organization can use for improved decision-making. Guaranteed data accuracy and reliability result from ensuring that a data warehouse contains only “trusted” data.

General Benefits

One of the principal benefits derived by developing a data warehouse is the integration of operational data from various sources into a single and consistent architecture that supports analysis and decision-making within the enterprise. Operational systems (WINPAT, NBTS, TFFMS etc.), create, update and delete production data that “feed” the data warehouse. Building separate data warehouses creates an environment tailored to decision-making and is the foundation for deploying an effective business intelligence solution. The concept of storing data that is optimized for decision support and keeping it separate from the operational data from which it is derived offers many advantages. Data can be managed to support fast, multidimensional queries. Derived metrics can be effectively computed, and the integrity of the data can be assured as part of the cleansing process that it goes through while being loaded into the warehouse. The process of collecting, correlating, reconciling, integrating, organizing, describing, enhancing, and summarizing business information is what data warehousing is all about. A data warehouse structures data in a way that makes it easier and more effective to manage, access, and analyze. 

Exhibit 2-2, Applications Environment vs. Data Warehouse Environment
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As exhibit 2-2 illustrates, a data warehouse brings data from various applications into one definitive, reliable data source that can be accessed by users.  Without a data warehouse, users get their information from various systems and other users, often at different times, not knowing which source is most accurate.  As a result, information accessibility and consistency is compromised.  A data warehouse provides improved access to data, increased information system productivity, empowerment of users, opportunities for better decision-making, and improved quality of data.

Furthermore, subsets of data from the data warehouse called “data marts” can be created and customized for a particular type of end user or set of usage requirements.  Because of their reduced size, data marts can provide quicker query response times.  They can also improve reliability by eliminating the need for network access to an enterprise data warehouse (EDW).  In addition, data marts can be built directly from operational systems (bypassing the data warehouse), and can therefore be developed very quickly and less expensively than an all-encompassing EDW.  However, there are downsides to developing data marts in this fashion, as discussed later in more detail.

Data Analysis Capabilities 

A key to success in government today is to understand and effectively manage the factors that drive your enterprise. Consequently, this creates a need for complex analyses of increasing volumes of business data. Today's sophisticated business systems provide large amounts of raw data to support such analyses. One of the technologies resulting from this need to turn vast volumes of business data into meaningful management information is on-line analytical processing (OLAP). The advent of OLAP has given organizations more effective and meaningful access to critical corporate data. Increasingly, OLAP is becoming the ‘face’ of the data warehouse. OLAP consolidates and presents summarized corporate information from a multitude of sources.  This ability allows data warehousing to enable significantly more cost-effective decision-making.  Instead of dedicating resources toward the development and delivery of standardized hard copy reports, warehouse users can extract or receive pushed reports via local area network or the Internet.  The ad-hoc query capabilities introduced by data warehousing enable users to find the exact information they need instead of sifting through various reports until they find it.  

OLAP technology has brought significant value to organizational decision-making.  OLAP systems store and access data as dimensions that represent business factors like time, output, location, and customers.  This information is stored “multidimensionally”— like a cube that can be viewed, turned, and shifted from any angle.  These cubes are models of the business that users can draw on to measure and manage organizational performance, track KPIs (key performance indicators), and turn their findings into high-impact reports.  Cubes can be customized to reflect the information (also called dimensions) and calculations (also called measures) most commonly used in a given organization.  Because each cube contains a wide variety of dimensions and measures, a vast number of reports can be built from the information in the cube so decision-makers have immediate access to the information they need to make the best decisions for the organization.  This technology allows users to view information in an operational context to enable trends and anomalies to be easily spotted and addressed. One of the key features of OLAP technology is that the user is able to navigate through the data in any way that makes sense, without knowing in advance what the navigation route might be. This can be ideal for organizations such as the DoN that want to track performance and trends, or perform scorecarding-style management reporting.

In a similar vein, data warehouses allow the enterprise to take advantage of “data mining,” the use of automated information analysis to uncover previously undetected relationships among data items.  Some of these relationships are discovered through extremely sophisticated algorithms that can be programmed into the data mining tool.  Over time, data warehouses accumulate valuable metadata, or data about data, that enables data mining to yield increasingly insightful enterprise information.

Cleansing and Transforming Data

The quality of the data in a warehouse affects the quality of the decisions made -- at times dramatically so. It is essential that data quality management methods and an ongoing data quality program become an integral part of the data warehouse.  In our experience, most large databases are riddled with errors and inconsistencies. Yet, in some cases, there is often a cavalier disregard for data quality, with people assuming that if large amounts of data have been collected they must be good.  Unfortunately, this is frequently not the case.  An intelligent database quality management system solves most data quality problems. There are three components to an intelligent database system for data quality management:

· Basic Quality Enforcement 

· Rule-based Constraints 

· Automatic Error Detection 

Data quality is one of the most critical issues in building a successful data warehouse or data mart.  If users and management feel that they can't trust the results from the analysis, they will stop using the system. Decision support systems need better data than operational systems, and to create a successful data warehouse or data mart, data quality must be enhanced. It is during the data cleansing process that one must address missing or bad data and perform data integrity checks. 

Data transformation selects data from existing operational data files and external data sources, and transforms, summarizes and enhances the data prior to its being loaded into a data warehouse or data mart.  During transformation, various coding schemes are unified, and standard understandable business terms are substituted through look-up tables. By using extraction, transformation and load (ETL) tools and a rules-based approach, data that does not conform to standards for the warehouse can be identified. These tools filter, clean and transform the data so that it conforms to desired specifications. These tools also perform some data matching and integration of the data.  These products can build the initial data warehouse and be used on a continuing basis for refreshing the data warehouse with updated data extracted from the original sources.

Metadata Management

As government entities face the challenges of building agency-wide data warehouse technology by integrating data from diverse, distributed, and complex legacy systems, the management of the data in the data warehouse becomes critical to a successful implementation.  The solution to this problem is the metadata repository. Metadata is often defined as “data about data.”  Typical uses include file structure definitions, database field names, lengths and standards found in a data model, as well as calculations and formulas found in any field-to-field or field-to-report mappings.  Metadata Management incorporates the collection and publication of information about the data itself – both the business meaning and the technical characteristics of the data.  Because metadata exists within practically every component of the data warehouse architecture, it needs to be actively managed to be properly defined, collected, and utilized. If implemented correctly, the metadata repository acts as more than just a traditional data dictionary.  It can provide users and technicians information about the data, such as where the data originated, what rules were used in creating the data, what the data elements mean, how recently the data was captured, and so on.

SECTION 3: HOW A DATA WAREHOUSE WOULD BENEFIT PPBS

Purpose of the PPBS Process

The PPBS process is the method used by the DoN to conduct resource allocation and assist the United States Navy (USN) and the United States Marine Corps (USMC) in complying with the Department of Defense (DoD) directive to provide the best mix of forces, equipment, and support attainable within fiscal constraints.  To that end, the PPBS process is composed of specific planning, programming, budgeting, and execution processes.  It is within these processes that the FYDP improvement team’s business process review identified multiple information needs.

Current PPBS Issues

There are many potential subject matter areas whose data could be stored in a PPBS EDW: operations and support, forces, procurement, infrastructure, execution and, manpower.  The PPBS business process review also revealed areas that the warehouse should address, as subject-matter experts were asked to describe what they perceived to be significant problems in the PPBS process.  Many of these observations pointed to problems regarding data accessibility, accuracy, and manageability – problems typically alleviated by a data warehouse solution.  These observations and the ways they can be addressed by a data warehouse are documented in the table below.

Exhibit 3-1, SME Observations and Potential Data Warehouse Solutions

	Number
	Observation
	Potential Data Warehouse Solution

	3a
	Program Elements (PE) are used in Programming but line items are used in Budgeting.
	A PE-to-line item crosswalk table could be incorporated into a data warehouse.  This would allow OLAP reports to include either or both fields side-by-side in reports, as necessary.  This would facilitate current efforts to develop the crosswalk on an ad-hoc basis. 

	3b
	Lack of clear "audit trail" of changes throughout Planning, Programming, and Budgeting. For example, issue numbers are re-used.
	The time-stamped nature of data warehouse data would allow various audit trails to be derived across a multitude of dimensions, including time and phase.

	3c
	Spreading budget marks to PEs introduces errors. 
	As stated in the solution for Observation 3a, a PE-to-line item crosswalk table could be incorporated into a data warehouse.  Queries of this table and other data across time would provide the means by which the time and source of incorrect spreading could be identified.

	3e
	There is no single reliable source of Navy PPBS data for outside reporting.
	A data warehouse and its OLAP tool are the ideal solution for creating a centralized data source with controlled access permissions.  Furthermore, data marts could be deployed to further customize the information and reports required by each requestor.

	3f
	Data is hard to compare across Program and Budget databases.  Example: BLIs and CLIs.  The names confuse sponsors and the fields and metadata are different.
	A data warehouse provides the means by which program and budget data can be easily compared and differentiated to prevent user confusion.  Data cleansing is a key aspect of data warehousing by which different names for the same data will be eliminated.

	3g
	Failure to effectively communicate changes (i.e. marks) among multiple owners of individual line items in NBTS creates problems.
	Multiple owners could access the same data warehouse to view the latest marks against individual line items.  Sophisticated delivery management tools could highlight such updates and alert owners through automated notification.

	4a
	There are at least 46 information systems being used in the PPBS process.
	With so many information systems at large, a somewhat chaotic information environment exists.  Without the centralizing and standardizing capabilities of a data warehouse, this situation is likely to become worse as information systems and requirements evolve over time.

	4b
	FMB uses 5 systems to collect budget info: OARS, DoN IBIS, BOCS, JMS, and NBTS. 
	Although this observation involves only five systems, the centralizing and standardizing capabilities of a data warehouse would prevent this situation from becoming unmanageable.

	4c
	Planning process employs information from many different sources (models, IS systems, etc).
	Again, the migration of data from these sources to a data warehouse would result in a less chaotic and more predictable information systems environment.  A data warehouse could provide a centralized source of planning information.

	4d
	There is no corporate data administration approach across PPBS.
	The development of a data warehouse would encourage a more corporate approach to data management.  A data warehouse requires that each source of information be evaluated before crosswalking its data to the warehouse.  This activity, and the continued upkeep of the warehouse, will require the oversight of information systems from a corporate perspective if the data warehouse is to function correctly.

	4e
	There is no single corporate financial system approach to PPBS.
	For the same reasons discussed in 4d, data warehousing by nature requires some level of corporate data management.


Other Ways a Data Warehouse can Benefit PPBS

Links to Execution

A common complaint about the DoN PPBS process is the lack of a consistent link between the Execution process and its predecessors.  Data warehousing may provide a significant step toward resolving this issue.  The storage of metadata for all phases of PPBS in one repository would facilitate the process of determining why funds were executed in a particular manner at a particular point in time, and would allow insightful trend data to emerge over time.  A data warehouse could also, depending on its design, collect and synthesize the vast amount of execution data currently spread across various DoN and DFAS information systems, and crosswalk it to its origins in the other three phases.  Reports on this data could then be customized to the information needs of key decision-makers throughout the PPBS process and distributed through automated procedures.  Execution data could then more effectively provide the baseline against which the ultimate effectiveness of Planning, Programming, and Budgeting could be evaluated.
Recurring Internal and External Reports

Most of the observations in Exhibit 3-1 address problems associated with management and task-level data access.  Data warehousing can help solve these problems through its ability to facilitate and automate report generation via OLAP tools.  There are many internal and external reports generated throughout the PPBS process. The automation of these reports could yield a substantial reduction in workload. Note that a data warehouse solution does not propose to replace the systems used to generate existing reports, but rather it would act as a repository that pulls information from these systems, providing the means by which OLAP tools would generate the appropriate reports.

Reduced Activity Cycle Time

A centralized data warehouse can also expedite critical activities that are slowed by the effort to retrieve compatible data from various information systems.  The IDEF0 model provides a means for identifying such activities and their associated systems.  For example, an examination of USMC Planning activity A123 – Develop PRG Briefs & RPPs, shows that seven information systems and five organizations are used to execute this activity.  The speed and efficiency of this activity would likely benefit from a single data source and warrants further examination.  On a higher level, the model indicates that BSOs use four information systems to submit their budget exhibits to FMB (activity A321), with FMB using these same four systems to review and consolidate the exhibits (activity A322).  Both the supplier and the customer must synthesize and exchange data via multiple systems.  A data warehouse could manage this data in one location, thereby expediting the transaction of budget exhibits as well as the internal processes of BSOs and FMB.  Across the PPBS process, faster data access would yield timing efficiencies and allow participants more time to analyze and respond to critical issues.

Improved Data Quality

Data quality is one of the most critical issues in building a successful data warehouse or data mart.  If users and management feel they cannot trust results from the analysis, they will stop using the system.  In addition, the quality of the data in a warehouse affects the quality of the decisions made, at times dramatically.  The data transformation process selects data from existing operational data files and external data sources, and transforms, summarizes and enhances the data prior to its being loaded into a data warehouse or data mart. During transformation, various coding schemes are unified, understandable business terms are substituted for hard to understand codes, and data is standardized through consistent naming conventions, consistent measurement of variables, consistent encoding structures, consistent physical attributes, and so on.  By using extraction, transformation and load (ETL) tools and a rules-based approach, data that does not conform to standards for the warehouse can be identified.  These tools filter, clean, and transform the data so that it conforms to desired specifications.  For example, in the PPBS process, the ETL process would have to ensure that program data taken from each Resource Sponsor is using a data format that is the same as the other’s.  The same rationale applies to the extraction of BLIs from claimants

Trend Analysis

A DoN PPBS data warehouse would provide unprecedented opportunities to conduct trend analysis, allowing users to run queries with respect to a wealth of metadata never before available in one system.  For example, the gaps between programmed and marked dollar amounts could be monitored across fiscal years in order to better determine the causes of recurring discrepancies.

Improved Decision-Making

Data warehouses typically open the door to improved decision-making at all levels of the organization.  Managers are able to quickly evaluate performance metrics, while support staff are less prone to mistakes attributed to faulty, unscreened data.  The perspective offered by centralized data management makes the organizational impact of decisions more evident than ever before.  This could lead to a reduced need for decision-making forums and their associated briefing preparations, as all parties concerned could have access to each other’s relevant data.     

SECTION 4: POTENTIAL PPBS DATA WAREHOUSE DESIGN STRATEGY

Any data warehouse development plan must focus on business needs before technology.  A data warehouse should not be a solution in search of a problem - the problem should already exist (see Exhibit 4-1, below).  Business needs include not only those of the enterprise as a whole, but also the needs of potential stakeholders and users of the data warehouse.  Once these needs are established, the team should approach the project with a well-defined plan that includes confirmation of the business case, definition of the stakeholders, and formalization of the objectives.  The plan should commit to on-time, “no-surprises” delivery of value to the enterprise.  Time, risk, and resources must be efficiently planned and used.  The plan should also allow for periodic testing of the warehouse during the course of its development.  The maintenance of quality data in the data warehouse should also be a paramount concern, and should be assured by the data warehouse design strategy.  Technology considerations should then be integrated with the plan, to ensure continued survival of the data warehouse in a world whose technology and business practices continue to change.

Exhibit 4-1, Priorities Pyramid
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There are three common approaches to developing a data warehouse: bottom-up, top-down, and federated.  The top-down approach is characterized by constructing the enterprise data warehouse (EDW) first, followed by the distribution of subset (dependent) data marts.  The bottom-up approach is characterized by incremental, individually architected (independent) data marts that are eventually drawn together in an EDW.  A federated (hybrid) approach combines elements of both by basing the development of incremental data marts on a common information model.  These three approaches and some of their pros and cons are explained in more detail below.
Top-Down Approach

This approach was favored in early data warehousing projects but has experienced high rates of failure.  Nevertheless, there are advantages to using this approach.


Pros
· Ease of Maintenance.  Every subset data mart inherits the architecture of the parent, greatly easing maintenance of the data warehouse.

·  Enterprise View.  Easy summarization of data at the enterprise level for a comprehensive perspective of business activity.

· Centralized Rules and Control.  Only one set of data extraction, scrubbing, and integration processes to monitor and maintain.

Cons
· Long Implementation.  Can involve long delivery schedules, high capitalization, cost overruns, and poor end-user functionality.  A potential exists for ever-shifting priorities, emergencies, and team composition, making it difficult to maintain political and budgetary support.  This also prevents the warehouse from delivering timely solutions to changing information needs.

· High-Level Exposure.  An enterprise data warehouse (EDW) usually requires the sponsorship of the CEO and/or board of directors.  With this level of exposure, there is little room for error.

· Slower Transfer of Data.  The transfer of data from operational systems to data marts is slower, since it must pass through the EDW.
Bottom-Up Approach

The bottom-up approach involves incremental development of the data warehouse, as opposed to a “big bang” approach that tries to complete the whole warehouse before delivery to users.

Pros
· Faster, Less Costly Implementation.  Because the scope is smaller, pieces of the warehouse can be operational within five to seven months.  This allows the warehouse to be demonstrated more quickly, thereby encouraging further investment. 

· Focused Problem/Focused Team.  The incremental approach makes it easier for the team to stay focused on the deliverable scope, since the approach addresses specific problems one at a time.  The bottom-up approach also allows the team to take small, low risk steps in which failures are easily identified and corrected.

· Cons

· Danger of Legacy Data Marts.  Today’s user-friendly development tools can encourage an individual solution to a business need without regard for the overall enterprise architecture.  These non-architected pieces can easily become legacy data marts that are difficult to integrate later on. 

· Difficult to Obtain an Enterprise View.  To provide enterprise answers, it requires more work to extract and combine data from individual sources than it does to pull them from an enterprise data warehouse.  Furthermore, the Extraction-Transformation-Transportation process must be repeated for each increment.

· Management and Political Challenges.  Increments are often developed in parallel, making it difficult to coordinate the efforts and resources of multiple teams, especially with regard to business rules and semantics.  Also, incremental solutions are often cursed by their own success.  Users are very happy and want more information added to their data mart, while other user groups clamor for their own. This can lead to political, resource and management challenges for the entire data mart team. 

Exhibit 4-2, Bottom-Up Approach Toward Data Warehouse Development
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Federated Approach

Most organizations would like to receive both the rapid return on investment of the bottom-up approach and the integration advantages of the top-down approach.  A federated data warehouse offers this solution, but not without some challenges.  The key to successful data integration in a federated data warehouse is the use of a common business information model.  This model ensures consistency in the use of data names and business definitions across the data marts and the EDW.  The common business model is updated as new data marts are built and new business areas are added to the EDW.  It serves as the sole source from which all warehouse metadata is created.


Pros
· Faster Implementation than the Top-Down Approach.  The application of common standards can make implementation a bit slower than the bottom-up approach, but the long-term rewards can be worth the extra time.

· Helps Manage Data Extraction.  Federated data warehouses encourage separation of data extraction from transformation.  As new data marts are added, existing extract routines and staging areas can be reused or enhanced as needed.  Data profiling tools can identify quality problems in source data, allowing data marts to be populated with clean and consistent data.  This facilitates analysis-led, as opposed to ETL-driven, data warehouse development.

Cons

· Difficult to Obtain an Enterprise View.  It requires more work to extract the answers about an entire enterprise and combine them from the individual sources than it does from an EDW.

· Slower Return on Investment than Bottom-Up Approach.  The application of common standards increases the implementation timeline.

The following topics address some of the other factors that must be considered during development. 

Scope Determination

The breadth and depth of a data warehouse should be established up front so that successful implementation can be planned and identified at the project’s end.  Scope determination will depend on many factors, including resource availability, relative priority of business drivers, and the political and systemic environments.  These factors can only be assessed through a process of interviewing end-users and project sponsors.

Again, the development of the data warehouse should be incrementally segmented and prioritized.  Each iteration should conclude with a feedback step for possible re-prioritization of increments within the overall strategy.  This will facilitate warehouse improvement.

Subject Areas

Not all PPBS data will be appropriate for the data warehouse.  The data warehouse is not intended to take the place of existing transactional systems, but to complement them.  As such, it should only contain that which is needed to support agreed-upon decision-making functions.  For example, Program Elements (PEs) and Budget Line Items (BLIs) should certainly be included as warehouse components, since they are critical to effective PPBS decision-making.

Subject areas should include data from each phase of the PPBS process.  Subject areas should include: 

· Prior years data

· CPAM data

· Program Elements

· Budget Line Items

· Authorizations

· Expenditures

· Manpower and Forces Data

Criteria for Data Inclusion


A data element should be included in the data warehouse if it meets one or more of the following criteria: Need more explanation 

· It is relevant to the planning, managing, operating, or administrative functions of a DoN PPBS organization.

· It is generally referenced or required for use by more than one organization.

· It is included in an official DoN PPBS report.

· It is used to derive an element that meets the criteria above.

Interfaces With Existing Systems

At minimum, the data warehouse will provide an integrated, subject-oriented set of databases (data marts) for tactical and strategic information retrieval based on relevant data from the transactional systems in the diagram below.
Exhibit 4-3, Flow of Data Warehouse Information
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NOTE:  Not all of the information systems shown above will be linked to the data warehouse.  The FYDP improvement team will need to assess these systems and determine the necessity and priority for including them in the data warehouse information flow.

Data from external and non-operational systems may also be included if they meet the inclusion criteria and fall into a defined subject area.  Please see Appendix C for a detailed matrix of all relevant information systems.

Data Warehouse Tools

The current market of data warehouse tools is diverse and complex.  The process of choosing the proper set of tools must be disciplined and must consider the tool’s ability to integrate with both the current and future technological environments of DoN FYDP information systems.  This section provides suggested criteria for evaluating development tools, ETL tools, and OLAP tools.  There are other types of warehouse-related tools, but different vendors combine and classify them in different ways, and they are not as important to the success of a new data warehousing effort.

Warehouse Development Tools
Data warehouse development tools are used to translate the logical data model into a physical database.  They also are used to perform functional testing on the final product.  Key evaluation areas and criteria for warehouse development tools are listed in the table below. 

Exhibit 4-4, Proposed Warehouse Development Tool Evaluation Criteria

	Evaluation Area
	Criteria

	Size and Scope of Warehouse Data
	Number of distinct information sources to be processed by tool.

	
	Number and size of input files.

	Developer Friendliness
	Ability to easily join dissimilar data from source systems.

	
	Ability to support testing and debugging during development.

	
	Number of developers and simultaneous processes the tool can support.  

	
	Support for access limitations for individuals and groups.  



	
	Ability to manage "versioning" during development.

	Long Term Viability of Tool
	Scalability of the tool to meet future demands.

	
	Tool’s ability to respond to external failures such as network problems or exhausted disk space. 

	
	Tool’s ability to modify developed routines.

	Cost
	Real purchase cost.

	
	Hidden costs such as software support, upgrades, required additional hardware or software purchases, learning curve costs (training and experience required for adequate proficiency).

	Compatibility with Existing Environment
	Hardware platform.

	
	Security protocols.

	
	Operating system.

	
	Software (backup software, virus scanners, etc.)

	
	Internal documentation requirements (otherwise may need to be developed in-house)


ETL Tools

ETL tools generally perform three specific functions: extraction, transformation, and loading.  Extraction is the process of reading data from an input source (flat file, relational table, message queue, etc.)  Transformation passes the information through a process that modifies, enhances, or eliminates data elements based specific instructions.  Loading is the act of writing the resultant data set back to a flat file, relational table, or other formats.  ETL is sometimes also referred to as ETT (extraction, transformation, and transportation) or ETM (extraction, transformation, and move).

Effective ETL processes are an extremely important success factor for a data warehouse project and can consume a vast majority of the time spent on a warehousing project.  ETL tools can also be very costly, so choosing the right tool is very important.  There are a wide variety of tools on the market that claim to have some ETL function.  Each tool should be evaluated according to its function, engine type and development environment.  These areas are explained more thoroughly below.

Function.  Not all so-called ETL tools have the same functionality.  Some emphasize extraction and loading at the expense of transformation.  Other tools accept only a specific input and/or output format, but offer fairly robust transformation functions within the processing engine.  Finally, some ETL tools provide a rich mix of functionality and connectivity, but may be much more expensive than the others. These tools are the best option for extremely complex projects or those attempting to process massive amounts of data.

Engine Type.  This classification categorizes tools by how their ETL processes are executed: via server engine or client engine.  Server Engine processing allows execution of multiple concurrent jobs from more than one developer.  Server engines generally take advantage of multiple CPUs and are designed to coordinate and manage the execution of multiple simultaneous routines.  Client Engines are simpler and assume ETL routines are executed on the same machine as they are developed. Concurrency for multiple jobs is limited, if allowed at all, and client engine tools often do not support scaling across multiple CPU machines.  Client engines are significantly cheaper to purchase due to their more limited functionality and scalability.
Development Environment.  Development environments are typically split into two possibilities: GUI-based or code-based.  Code-based tools are not considered true “tools” by some, since they are based on programming languages.  Nevertheless, many code languages can be used for ETL purposes.  Also, several tools on the market utilize a custom- scripting language developed explicitly for the optimization of ETL routines.  GUI-based tools are newer to the market.  The purpose of the GUI (Graphical User Interface) is to remove the coding layer for the developer and allow generation of ETL routines without requiring the mastery of any particular coding language. GUI tools also provide some self-documentation about the job flow just from the layout and positioning of the graphical elements.


Exhibit 4-5, Proposed ETL Tool Selection Criteria

	Criteria
	Definition

	Extraction/ Transformation/ Loading
	Ability to copy, reformat, aggregate and prepare legacy system data for loading into the warehouse. This includes transforming data from Oracle, MS Access and text-based flat files.

	Metadata
	Ability to manage and integrate metadata into the transformation and load processes. Tool must make this information available to the enterprise in an efficient manner.

	Change Data Capture
	Ability to read various DBMS log files and capture only changed data for loading into the warehouse.

	Portability 
	Ability to support movement of the data warehouse and it’s extraction and transformation routines to multiple platforms and RDBMs.

	Ease of Use
	Intuitive interface and ease of use by utilization of graphical point and click features, etc. Developers must be able to master the tool easily and quickly.

	Vendor Stability and Maturity
	Vendor’s health and future outlook from a financial perspective.

	Pricing
	Price of the transformation tool.


OLAP Tools

OLAP (On-Line Analytical Processing) tools enable users to gain insight into warehouse data through a variety of dimensional views (usually in cross-tab or graphical format).  OLAP tools can typically perform calculations on the data, as well as trend analysis and drill-down functions.  As with most types of software, the Internet and Web technology are playing an ever-larger role in data warehousing, as many vendors now offer web-enabled OLAP tools.  Web tools provide a means for cost-effective distribution of reports, and provide a means for users to append messages and collaborate with others.  A data warehouse without an overlaying OLAP technology is almost impossible to leverage.  Key OLAP evaluation areas and their criteria are listed in the table below.

Exhibit 4-6, Proposed OLAP Tool Selection Criteria

	Evaluation Area
	Criteria

	Reporting
	Is the reporting tool WYSIWYG?  

	
	Is there on-line help?

	
	Are there separate environments for very novice users vs. Power users?

	
	Is this tool suitable for novice/casual users?

	
	Is this tool suitable for power users?

	
	Are graphs available?  How many different types?  

	Front-End Integration
	Spreadsheet (cross-tab) interface?

	
	Can third-party applications be integrated into your product, if user wished to create custom front-end?

	
	Can result of queries be passed to third-party applications? (Such as MS Excel, MS Word, etc.)

	
	How long and how much effort does it take to setup front-end?

	Database Access
	Capacity and scalability?

	
	Data types accepted?

	
	RDBMS must be star schema? Snowflake? Both?  Other?

	
	Allows access to multiple databases?

	Calculations
	Functions? (Max, min, avg, pct of total, etc.)

	
	Can hierarchy be incorporated? (Parents, children, ancestors, descendants, siblings, tops, and bottoms, etc.)

	Query Language
	What can query results be based on:  Values?   Hierarchies?  Models?  Time Dimension?

	
	Sorts children of a parent within their parent?

	
	Ability to embody varying levels of hierarchical detail in a single query?

	
	Can user create SQL?

	
	Are there query builder tools?

	
	Could user query from existing query result?

	
	Can JOIN strategies be predefined?  

	Platform
	PC?  Mac?  Other?

	Security
	How deep can user access restriction be applied?  To the cell level?  To the database level?

	
	Are “user groups” with different levels of access supported?

	
	How is end-user access maintained?

	
	What has to be done to change a user’s access?  

	Performance
	Are demos available?  Consider size of warehouse, rows/columns retrieved and time frame.

	
	Are there performance-tuning tools?

	Training, Support, and the Company
	How many Fortune 500 firms and government agencies are customers?    

	
	Can the vendor provide references, case studies for similar environment?

	
	What is the company’s product development direction and strategy?

	
	What type of training is available?
  How often is it available?

	
	Does company have a support line whose efficiency is evaluated?  What is its availability?

	Installation
	What types of LANs are supported?

	
	What is the recommended client setup? (RAM, Disk space, clock speed)

	
	What needs to be installed on the server?  Can software be installed remotely?

	
	Is there any additional software required?

	Cost
	What is the cost for the software?  Is there per seat pricing?

	
	What maintenance agreements are offered?   What is the cost?

	
	Is there a separate charge for product upgrades?  If so, what is the cost?

	Usability
	Does the tool support a wide range of users (novice to power user) and have a straightforward and consistent interface?

	Functionality
	Does the tool provide features and functions necessary for current and future business requirements?

	Flexibility
	Does the tool have the ability to customize and configure tools for particular group and user requirements?

	Manageability
	Does the tool have strong management and administration facilities that assist the IT department in installation and maintenance?

	Scalability
	Does the tool provide capabilities to extend to the enterprise and beyond without undue complexity and unreasonable burden on the IT department?

	Back End
	Unix?  NT?  IBM?


SECTION 5: RECOMMENDATIONS AND SUMMARY

Development Approach
A Federated approach is probably the best choice for the DoN PPBS warehouse, but a Bottom-Up approach could also work.  One of the chief problems identified during the course of IDEF0 model development is insufficient information sharing across the PPBS process.  A Federated warehouse would help resolve this issue due to its comprehensive scope and “apples-to-to-apples” data.  Although the Top-Down approach could potentially provide the same benefits as the Federated approach (in terms of an enterprise perspective), its high rate of failure and expense also make it less appealing than the Federated approach.  The fact that the Federated approach encourages a higher level of stakeholder participation (than the Top-Down approach) is also important, as it helps ensure that the ultimate product is useful to individual phases as well as the overall process.

Nevertheless, a Bottom-Up approach could succeed under the right conditions.  At first glance, a bottom-up approach may appear unnecessary, given that individual phases of the process already have many systems serving their own information needs.  But upon closer inspection, each phase of the PPBS process is dependent on information from another phase, which could encourage a relatively normalized, enterprise view without a formalized effort to maintain a common information model during each stage of development.  This would likely make the eventual development of a comprehensive enterprise perspective more difficult, but results would be more quickly produced in the short-term, and the overall costs would probably be less.

Cost – Benefit Analysis

The FYDP improvement team should avoid traditional cost-benefit analysis in justifying a data warehouse.  It is very difficult to assess during the initial stages of development.  Early on, a limited demonstration of the warehouse concept is often enough to sell the project.  As a data warehouse grows, it will benefit larger and larger parts of the DoN organization.
Implementation Risks and Mitigation Strategies

Data warehouse implementation can be a lengthy endeavor that affects many people and systems across an organization.  Any decision on pursuing implementation must consider the potential risks and the best ways to reduce them.  For the purposes of this document, risks can be loosely defined as vulnerabilities or threats to a project or the organization at large.  


Risks

Implementation risks can be grouped into four categories:

· Organizational Risks - impede organizational change and resource availability.  Some organizations may not support the availability of their information to interested parties via the data warehouse.  Other risks include insufficient investment in staffing, and failing to focus warehouse development on meeting business objectives.

· People Risks – involve incorrect expectations, poor communication, fear, and lack of knowledge.  Sometimes users have a "silver bullet" attitude – they expect that once the tool is installed it will magically address all their requirements.
· Project Risks - factors that negatively impact the project schedule and project budget.  Includes underestimating the length of the contract and the length of the ETL process.

· Technical Risks - include factors such as the operability of the hardware and software.  Risks include: insufficient documentation, the need to support and integrate multiple-bug tracking tools, poor data model design, failure to prototype, underestimation of hardware requirements, and waiting until the very end to deploy end-user tools, lack of planning for future maintenance. 

Mitigation Strategies

The bullets below describe appropriate risk mitigation strategies for the risks described above.

· Organizational Risks – Achieve buy-in from executive management at the beginning of the project.  Establish clear concept of what information will be shared, and with whom.  Establish a clear link between business objectives and the capabilities being developed for the data warehouse.   Hold periodic and frequent status review sessions to confirm that original objectives are still being addressed.
· People Risks – Ensure that customers of the data warehouse are educated in the fundamental concepts of data warehousing and have a realistic expectation of what it will provide, and when.  Doing this at the outset is critical.  The more time passes, the more resentment some will feel when they learn the warehouse’s capabilities are not what they expected.
· Project Risks – Make a conservative estimate of the resources necessary to complete the project.  Research typical ETL processing speeds for similar projects and plan accordingly. 
· Technical Risks – Undertake a thorough evaluation and comparison of the various data warehousing tools available on the market before making a selection.  Ensure that all costs of a particular vendor choice are considered, including re-licensing and technical support.  Push out end-user tools as soon as possible to promote familiarity with the tool.
We believe that the Work Breakdown Structure (WBS) proposed below provides a reliable and controlled framework that will minimize these risk factors.

Proposed WBS for Data Warehouse Implementation and Next Steps

As suggested in Section 4, data warehouse implementation is an iterative process that demands a methodical but well-planned approach.  For the best long-term results, the scope of initial implementation should be limited to essential functionality.  This will significantly decrease the risk of failure while providing data warehouse benefits in a timely fashion.  Enhancements and refinements should then be phased-in after the operations environment has stabilized.  The use of project milestones throughout this process will be critical to the efficient implementation of the data warehouse solution.
The table below provides a proposed WBS for the first phase of data warehouse development, and provides a sound foundation for eventual implementation.  

Exhibit 5-1, Proposed WBS

	WBS
	Task Name
	Description

	1
	Assess the Organization and the Information Needs of its Strategic Objectives
	Determine what information needs to be included in the data warehouse in order to meet the strategic objectives of DoN PPBS.

	1.1
	Ensure Organization's Understanding of Basic Data Warehouse Concepts
	Key project participants must understand the basic terminology, possible architectures, capabilities, and limitations of a data warehouse.

	1.2
	Understand the Organization's Business Strategy, and the Metrics and Drivers of that Strategy
	Achieve a full understanding of the organization's vision, how it measures progress toward vision, and the motivations (drivers) for accomplishing this vision.

	1.3
	Assess Status of Organization's Technological Environment
	Assess the currently installed base of technology, in order to establish a baseline for the Future State Vision.  Determine which systems will be incorporated into data warehouse.

	1.4
	Envision Organization's Future Technological Environment
	Identify target business model for achieving the business strategy. The future state model may be associated with one or more technological and / or process improvement opportunities.

	1.5
	Create Data Warehouse Plan
	Compares the envisioned future environment (Activity 1.4) against the current environment (Activity 1.3) in order to estimate the feasibility and cost associated with top business needs.

	2
	Technology Assessment and Selection
	Strategically tie the business-oriented data warehouse developed in Phase 1 to its supporting technical infrastructure.

	2.1
	Define Functional Requirements
	Describe, from user and customer's perspective, what is expected from the system. 

	2.2
	Assess Current Infrastructure
	Document the physical infrastructure currently implemented and ascertain its ability to support the data warehouse.

	2.3
	Recommend Tools
	Determine front-end and back-end tools for the data warehouse based upon the environment and the user requirements.

	2.4
	Define Technical Infrastructure
	This activity looks at the infrastructure capabilities required for the data warehouse and compares it to the existing one. A gap-analysis is developed to determine what upgrades to the current infrastructure will be required.

	2.5
	Upgrade Infrastructure
	Gap-Analysis identifies hardware/software needed to support the data warehouse beyond the existing infrastructure capabilities. This is a time consuming activity.

	2.6
	Write Implementation and Deployment Plan
	Describe the steps necessary to upgrade the current infrastructure to the future environment that will allow the implementation and deployment of the first increment(s).  Special attention should be paid to intermediate steps to verify stages of imp


Staffing Recommendations

Alignment of the warehouse development team with enterprise functional units will lead to a better synergy in understanding the lines of business.  This will promote better understanding of the requirements and a more efficient implementation of information systems.  

Exhibit 5-2, Functional Roles for Data Warehousing Implementation
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The Technical Team shown in the exhibit above is composed of technical staff that supports the legacy systems and current infrastructure. The Information Systems Database Team is composed of all the technical staff trained in the tools used to implement a data warehouse.  The Application Development Team, who currently maintains a direct link to the end-user business community, has the mission to develop the applications that will address the end-user requirements and retrieve the data.  The Business Functional Team should be composed of the end-users that have a set of business requirements in mind.

Some specific functional roles for the project team are detailed below.

Exhibit 5-3, Descriptions of Team Members

	Team Member
	Role

	Project Sponsor
	A senior executive who is able to direct IS resources to create the warehouse.

	Data Owner
	A senior person responsible for ensuring the availability and accuracy of a primary data source. There should be a primary data owner for each primary data source imported into the warehouse.

	Data Auditor
	Person responsible for ensuring that the data in the warehouse environment is consistent with that in the primary data sources.

	Project Manager
	Person responsible for day-to-day project management and coordinating the overall operation of the implementation environment.

	Data Architect
	Responsible for logical data modeling.

	Core Application Developer
	Responsible for custom development, specific product knowledge for modifications and installations.

	Documentation
	Responsible for developing or procuring documentation on the warehouse environment, and distributing appropriately.

	Training
	Responsible for developing, procuring, and delivering training for the warehouse environment. 

	Support Interface (Help Desk)
	Responsible for being the primary "help desk" interface for warehouse users.


Conclusion
Initially, the DoN FYDP data warehouse is likely to serve as a resource for accessing information from legacy systems.  In time, the warehouse can play an increasingly vital role in a client-server environment as a gateway to other data stores.  Some of this data will reside in the data warehouse, while other elements will be viewed from sources external to the data warehouse.  Eventually, this insight can extend beyond DoN FYDP to other organizations (DoN or otherwise).  In the mean time, the warehouse will hold enterprise data stores together until a mature repository comes along.  Data warehouses tend to be low-risk, high-return investments.  The question for the FYDP improvement team is not simply whether to build a warehouse, but when.  In the end, the success of implementation can be determined by whether or not it is meeting the objectives established at the beginning of the project.  While those objectives may vary from one organization to another, there are some basic questions that can be more or less universally applied:

· Have business processes changed?

· Have cultural “rules” changed?

· Is the organization doing something differently now?

· Is there a change in how you personally do your day-to-day business?

It is not necessary to answer “yes” to each of these questions to validate a data warehouse, but it is important that at least one of them can be answered in the affirmative.  If one of these changes is occurring, then the others will usually follow.

APPENDIX A – Relevant Data Warehouse Case Studies

This appendix provides high-level, bulletized summaries of cases in which data warehousing has been successfully implemented at federal agencies.  It is intended to demonstrate the applicability of data warehouse solutions in a variety of federal information system environments.

National Institutes of Health (NIH)
· NIH’s Division of Computer Research and Technology (DCRT) was tasked with integrating the agencies various legacy data systems to simplify business processes for NIH staff, who are scattered among 26 different institutes, centers, and divisions housed in 75 buildings on more than 300 acres.

· Before data warehouse, staff had to manually pull data together from separate systems and hope that it was consistent.  

· The new warehouse provides a picture of the agency’s performance across all administrative business areas, thereby enhancing management decision-making processes.

· Many pre-defined queries were created to simplify the process for new users.  Ad hoc query capability was also provided.

Air Force Materiel Command (AFMC)

· AFMC developed the Keystone Decision Support System because it needed an efficient, reliable, and usable tool to facilitate financial analysis within the Air Force Working Capital Fund (AFWCF).

· Keystone empowers users with immediate and easy access to critical business information that is centralized, consistent, and accurate.

· The system serves a geographically and functionally diverse spectrum of Air Force users.

· Keystone integrates thirteen legacy systems to provide not only sales revenue data but also expenses, budget, and inventory information.

· Data is accessible through any office using a web browser.

Bureau of Land Management (BLM)

· BLM financial systems had evolved over time and in so many directions that the existing antiquated system could no longer meet reporting needs across the organization.  Providing accurate information was not always possible, and users lacked even basic abilities to perform ad hoc queries.  Users often had to re-key data into a spreadsheet to perform additional analysis.

· BLM had 1700 users located in 356 field offices across the U.S. that needed easy and immediate access to consistent, accurate information.  Complicating this was the fact that BLM offices used a mix of operating systems. 

· BLM launched a 100 percent web-access data warehousing initiative to create a single, unified financial system—updated nightly—which spanned the BLM organizational structure and took full advantage of the cost savings possible through a standardized Web browser. 

· Involving end-users with a wide range of skills and business needs in the software selection process was a critical success factor.  These people were involved in every step of the process.

· The new data warehousing system was projected to pay for itself in just 14 months.  Compared to the million-dollar-plus annual support and maintenance bills run up by the previous system, the new solution is showing considerable real-time costs savings and measurable return on investment.

APPENDIX B – FYDP INFORMATION SYSTEMS ARCHITECTURE

[INSERT]

APPENDIX C – FYDP INFORMATION SYSTEMS MATRIX

[INSERT]
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